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AstraZeneca

• 6 Key areas of research:
– Cancer, Cardiovascular, Gastrointestinal, 

Infection, Neuroscience and Respiratory & Inflammation.

• Major brands include: 
– Arimidex (cancer), Crestor (cardiovascular), Nexium

(gastrointestinal disease), Seroquel (schizophrenia) and
Symbicort (asthma and chronic obstructive pulmonary 
disease).

• Sales ~$24bn (2005).
• ~12,000 people in 11 R&D centres in US, UK, Sweden, 

Canada, France, Japan & India.
• ~65,000 people in total.
• www.Astrazeneca.com

The Information Challenge

• During the course of a drug discovery/development 
project: 
– Thousands of internal documents are produced along with 

potentially millions of data points.
– Tens of thousands of related research articles are produced 

externally.

• All can potentially impact the success/failure of the 
drug discovery project. 

How can we most effectively and 
efficiently utilize such information to 

optimize drug discovery?
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Pharmaceutical R&D

• Data rich, information driven
• Multiple teams, multiple sites
• Life cycle measured in years
• Value of end product is largely intellectual.

DISCOVERY DEVELOPMENT
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Decision Making & Drug Discovery

• Successful drug discovery is about making 
the right decision at the right time
– The “big” decision points (milestones, tollgates) 

are rarely the important ones
– The “small” week-on-week decisions are where 

the properties of molecules and approaches are 
really decided

• To make the right decision you need the 
right information:
– Well formed scientific experiments & analysis

AND
– Contextual knowledge
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Types of Pharma Questions:
(asked of existing data sources)

• R&D:
– Which proteins interact with metabolite X?
– What are the reaction kinetics for canonical pathway Y?
– Which compounds are associated with adverse event Z?
– Which research groups are working on disease A?
– What attributes are common to sets of biomarker genes?
– What are the known associations between expressed genes 

and environmental factors?
• Press Releases:

– Which companies are working on technology B?
– What compounds are available for in licensing for disease C?

• Legal/Regulatory:
– Is the potential blockbuster compound D novel?

Diversity of Information

• Structured • Unstructured

��� ���Volume

– Internal Docs:
• Tox Reports, Clinical Trial 

Reports.
– External Docs:

• Patents; USPTO, WIPO, EP, etc
• Literature; Medline, Embase
• Press Releases:

– competitor, supplier, 
collaborator, academic (etc)

• Government Agencies
• Conference Proceedings
• News Feeds

– Internal Chemical Dbs
• IBIS, CMS, C-Lab, ELN

– Internal Biological Dbs
• GC, GeAZr, 

– External, Commercial Dbs
– External Public Dbs

• EMBL, PDB, SNPdb
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• Increasing volume of unstructured information…
– E.g.: GPCR Publications > 

• Language is complex 
– hard for software to handle.

• Finding relevant facts difficult:
– Zipf’s Law:

• A few words are very common
– Estrogen Receptor – 35,000 entries 

• Most very rare (~40% words unique in Medline)
– New Acronym every 15 papers.

– Ubiquitous ambiguity in naming:
• Many Synonyms (& Homonyms) reflecting:

– Communities
– Perspectives
– State of knowledge

• Most document indexing systems return documents, not facts
– Understanding the state of knowledge for an area is very difficult.

Issues with Unstructured Information
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GPCR (MeSH) Papers over Time

We cannot answer Biz Qs in time or 
with quality required. 

• Compound X caused unexpected rhabdomyolysis in a clinical 
trial, for what other compounds/drugs has this been seen?  

• Do these compounds have any common features that can 
explain this observation?

• Why do I want to know this? 
– This information may help mitigate the trial observation

• Problem: 
– Where is this information?  Literature (99%) / Dbs (1%)
– How do I find relevant literature? How do I then get the  

information out of literature?  Search & Read?
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The Information Retrieval Challenge

Compound*, induce, rhabdomyolysis: 4

Compound*, causing, rhabdomyolysis: 5

Compound*, inducing, muscle toxicity: 29

Compound*, induce, muscle toxicity: 89

Compound*, rhabdomyolysis 73

Compound*, muscle toxicity: 1519

Rhabdomyolysis: 4899

Rhabdomyolysis, human: 4429

Rhabdomyolysis: 833,000

What are the compounds that have liability for rhabdomyolysis in man?

Compound*, inducing, rhabdomyolysis: 2

Articles

Only 2/5 papers relevant!
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The impact on Decision Making…
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Accumulating project knowledge

Failure to assimilate all relevant knowledgeEmploy more people - $$$
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Accumulating project knowledge

Delay project cycles to allow for knowledge curation

Mismatch between project decision cycle and knowled ge extraction rate
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Decision 
making 
cycle

Timeline
(Weeks)

Accumul at i ng pr oj ect  knowl edge

Project 1

Pr oj ect  knowl edge

Project 2

• Each project is a separate entity
• Each project “rediscovers” knowledge

�

Integration of knowledge between projects through t he creation of 
experienced individuals

Cross-Project Knowledge Sharing

Technology & Decision Making
Timeline
(Weeks)

Decision 
making 
cycle

Knowledge 
gathering 
curve

Potential 
relevant 
knowledge

Accumulating project knowledge
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Dissecting Knowledge Generation

• Locating relevant documents and information
• Retrieving them in a useable format

• Reading information
• Locating the facts within documents

• Understanding what it means
• Putting the information into context
• Turning information into knowledge

• Developing new hypotheses
• Input into decision making

Finding Extracting Integrating Creating

Finding Extracting Integrating Creating

• Difficult to capture breadth
• Chance to miss things
• “White space” in failing to find things

• Limited time to read things
• Focus on reviews and summaries

• Based on individual scientists own knowledge
• Narrow
• Biased

• Hypotheses are “per project”
• Reactive not proactive

Issues with the Manual Approach
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Knowledge Extraction
and Representation:

The Vision
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The Text Mining Approach to the 
Rhabdomyolysis Example

It has been shown that MDMA triggers muscle injury in man.

SentenceTokenisation
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Extraction of Semantic Relationships
• Our question:

What compounds cause Rhabdomyolysis in man?

[Compound C1] [causes] [Disease D1] in [Species S1]: Evidence
[Compound C2] [causes] [Disease D2] in [Species S1]: Evidence
Etc.

�(�[�W�U�D�F�W���U�H�V�X�O�W�V���L�Q�W�R���D���F�R�P�P�R�Q���V�W�U�X�F�W�X�U�H
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‘It has been shown that MDMA triggers muscle injury in man.’

Subject Predicate Object
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Data Information Knowledge

Low Value High Value
No Abstraction Abstraction

KLK3 RNA

‘is expressed in’

‘non pathologic’

Prostate tissue

Vas deferens tissue

Business rules applied to 
profile to generate knowledge.  

Expression data averaged per 
tissue to give expression profile

Raw Assay Data

Knowledge from Structured data sources

"Knowledge is a physical, mental or electronic record of relationships believed to exist 
between real or imaginary entities, forces and phenomena." Worthington, 2005. 

Species
Human
Rat
Dog
Etc.

Affects

Affects

Affects

Involved in

Involved in

Is a

Linked with

Linked with

Linked with

Observed in

Structuring the Knowledge 
(Knowledge Representation) in KBs.

Clinical Observations
Diarrhoea
Vomiting
Loose Stools
Bloating
Nausea
Etc.

Cellular Processes

Compound Genes

Observed in

Pathology
GI toxicity
GI pathology

GI Tox knowledge 
map
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Impact of a KB?

• Rapid access to integrated knowledge:
– Automated Knowledge Extraction pipes from multiple 

unstructured & structured sources.
– KB = semantic index to the literature.
– Time & quality improvements in decision making

• Knowledge Discovery
– Implicit knowledge discovery:
– ‘exploratory mining’

• Ask complex questions:
– Enhanced QSAR analysis

• predictive tox?

– Contextualise experimental data: hypothesis generation

A Z

D

F

E

C

B

Corpus A Corpus B

Implicit 
Knowledge

Knowledge Extraction
and Representation:

Reality – AZ Case Studies
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Initial work (~2003)
Term Co-occurrence systems:

• SLIMS
– Term co-occurence – disease, processes, genes. 
– Term sets selected by AZ users.
– Indexed in medline & Query interface built.

• GCLit
– MeSH term enrichment & co-occurrence.
– No TM involved, based on manually tagged literature from 

the NLM.
– Integrated into Gene Catalogue.

GCLit:Co-Published Data (Clock example)
- Built on NLM MeSH data.
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GCLit – Disease Analysis

• Pivot GCLit data on disease term(s) to identify all significant 
genes associated with a disease: 

A Respiratory & Inflammation RA example…

Issues with using MeSH in GCLit

• MeSH gives excellent precision
• However issues with:

– Recall.
– Taxonomy design does not always reflect AZ 

understanding of diseases:
• Branch structures
• Node definitions
• Node resolution

• Paper level Co-occurrence approaches gives 
false positives – no understanding of the 
relationship between concepts.
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Current work: 
Proof of Concept Text Mining

• Lung Knowledgebase:
– PoC disease orientated knowledgebase

• Largely external document sets

• Hepatotox Knowledgebase:
– PoC toxicology knolwedgebase:

• Largely internal document sets

• Direct project support work
– Biomarker discovery
– Pathway characterisation for target selection
– Enzyme kinetics extraction for model building

Lung Knowledgebase PoC
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Lung Knowledgebase

• Lung Knowledgebase:
– Extraction of knowledge about lung cancer.
– Sources: 

• internal databases (mutation, expression, assay (etc)
• literature

LKB prototype

Users

NLP queries

Raw Output

Curation

Facts

AZ
DB

AZ Data 
with relation

Text Corpus

LKB
DB

User Interface

Genes /
protein

Lung 
disease

Biological
processes

Associated with

Associated with

Has abnormal

Knowledge
Extraction

Knowledgebase

NLP
Engine

)!�'�*
()+*,)

-#.#,%
/#.*0'

/123",
-�"#)$

1-�"#4)

/#.0%),

Taxonomies
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Information Extraction Challenge

• Goal: extraction of simple triple relations, largely ignoring 
contextual information.

entity1 � relationship � entity2
e.g. protein X induces apoptosis

• Using the Linguamatics NLP engine I2E.

• Use internal and public taxonomies covering key concepts 
(Genes, diseases, bioprocesses, biomarkers, compounds 
etc).

• Complication: sentences often contain complex relations, 
with multiple subject-predicate-object structures:

Information Extraction ...... cont
E.g. Overexpression of soluble protein X induces apoptosis in human lung 

adenocarcinoma and inhibits growth of tumor xenografts in nude mice.

1. Overexpression of soluble protein X induces apoptosis in human lung
adenocarcinoma and inhibits growth of tumor xenografts in nude mice.

5. Overexpression of soluble protein X induces apoptosis in human lung
adenocarcinoma and inhibits growth of tumor xenografts in nude mice.

4. Overexpression of soluble protein X induces apoptosis in human lung
adenocarcinoma and inhibits growth of tumor xenografts in nude mice.

2. Overexpression of soluble protein X induces apoptosis in human lung
adenocarcinoma and inhibits growth of tumor xenografts in nude mice.

3. Overexpression of soluble protein X induces apoptosis in human lung
adenocarcinoma and inhibits growth of tumor xenografts in nude mice.
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Information Extraction : Relations
Relation Lexicon

• Building internal relation Lexicon
– No publicly available suitable relation lexicon
– Picked the relation terms / synonyms which represent 90% of 

the extracted relations.

– Categorise relation terms into 9 higher level of relationship:
• Associated, Affect, Activation, Inhibition

e.g “Activation” contains “increase”, “promote”, “up regulate” etc
• Not Associated, Not Affect, Not Activation, Not Inhibition

e.g. “Not Activation” contains “is not increased”, “fail to increase” etc

• Unassigned
Any relation not captured into the other 8 groups

• Develop tailored queries to retrieve the triple relationship
– Identify / collect patterns to use in queries

• Patterns collection will affect the recall

• Include 3 entities in 1 query. 

1. protein – R1 – bioprocess e.g. SOCS-3 suppresses cell growth

2. bioprocess – R2 – LC e.g. cell growth in human lung cancer

3. protein – R2 – LC e.g. SOCS-3 in human lung cancer

SOCS-3 suppresses cell growth in human lung cancer

Information Extraction ...... example

R1 bioprocess R2 diseaseProtein

• By specifying the position for the 2 relationships, R1 and R2, 
3 results can be retrieved from the above phase  
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• A post-I2E processing step screens the relationships from the hits for 
the relation terms we selected and assign an appropriate relation 
group for each hit

• The relationship retrieved in this way has a lower false positives as 
the relation “protein – R1 – disease” (e.g. SOCS-3 suppresses human lung 

cancer) will not be retrieved

SOCS-3 suppresses cell growth

� SOCS-3 Inhibition cell growth

cell growth in human lung cancer

� cell growth Associated with human lung cancer

SOCS-3 in human lung cancer

� SOCS-3 Associated with human lung cancer

Information Extraction: Example

Linguamatics I2E output
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Provisional LKB Results

� >2000 genes sentence level co-occurrence with Lung Cancer
� >600 genes associated with Lung Cancer (ie Bioprocess intermediary)
� ~50 genes directly related with Lung Cancer
� ~142 genes identified as Lung Cancer Biomarkers
� ~350 Bioprocesses associated with Lung Cancer

Visualisation in Cytoscape

���� ������� 	
�����
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Common Errors

• Complex NP constructions:

• Term Disambiguation issues: genes, cell lines.

•

Problem: Gene disambiguation

• Must recognize targets/genes in text to extract relationships
– High recall required 

• Many comprehensive protein ontologies/taxonomies contain 
synonyms which are 

– Stop words, e.g. end
– short (2 letter) identifiers F3 
– Other common words e.g. AIM, CAT
– Greek characters e.g. TNFalpha
– Common high information content words e.g. receptor

• Synonym usage varies with time
– Cat: feline or chloramphenicol acetyl transferase.
– ALT: alanine aminotransferase or alt splicing
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Hepatotox Solution: 
Custom Gene Taxonomy

• Hepatotox Knowledgebase is working on internal tox
reports.

• Therefore limited gene set: AZ targets. 
– Can construct customized gene thesaurus
– Use Gene Catalogue ID as primary identifier
– Use for knoweldge extraction from Tox docs.

• Remove noise
– Remove stop words and 2 letter identifiers
– Remove selected 3 letter symbols
– Filter NLP results for error prone patterns

• Not scalable to the whole genome though.  
– Need more sophisticated approach – Machine Learning?

• C.f. SureGene (Journal of Bioinformatics and Computational Biology, Vol. 
3, No. 3 (2005) 743-770)

Knowledge Licensing Options
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Knowledge & Biotechs
• Many biomedical knowledge companies emerging:

– Text Mining platform providers
– Knowledgebase platform providers
– Content providers
– CROs
– Consultants
– Mixtures of above

• How do you invest?
– What do you need?
– What is on offer?
– What is the right strategy?

• What do you do internally? (what can/should you do?)
• What do you do externally?

– Who are the winners?

Biomedical Knowledgebase 
Evaluations (content & platform)

• To short-cut key biomedical knowledge acquisition AZ evaluated 
6 commercial biomedical knowledgebases.

• Covered protein-protein, protein-disease, disease-chemical, 
protein-chemical, protein-bioprocess (etc) knowledge.

• All contained content mined from the literature.
– Manual curation/Automated Text Mining.
– Abstract/Full Text

• Evaluated on:
– Precision (highest priority), Coverage/Recall, Usability (for a range of 

business questions)

• Conclusions:
– All suffered on coverage: high degree of unique content in each!

• TM solutions – higher recall, lower precision
• Manual curation – lower recall, higher precision

– All represented knowledge (ontologies) differently in some aspect 
from the way AZ disease scientists conceptualised knowledge.

– Broad support for Ingenuity IPA : Good precision, acceptable recall, 
good usability (esp wrt omic data analysis). Global license in place.
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Ingenuity IPA Screenshot

www.ingenuity.com

Gene 
Expression

Proteomic

Metabonomic

Genetic

Primary impact of Ingenuity IPA within AZ

Significant Biological 
Entity List:
•Gene List
•Protein List
•Metabolite List

ERSystem
(Gene/Metabolite
Knowledgebase)

Biological environment
of the list.

Question: What is the underlying 
biology, pathology, physiology etc 
associated with this list of entities?
What is it telling me?

Canonical pathways 
associated with the list

Diseases, Biological 
processes associated with 
the list

Literature
Evidence

Trail

H
ypothesis G

eneration
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Wider applications of TM in 
Drug Discovery

Text Mining – the bigger picture

• Focus here is biomedical text mining
• However TM can impact other areas:

– Patent coverage:
• What chemicals are in what patents and why.

– Current awareness:
• Who is working on what and with whom.
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Chemical Text Mining

• Patents relevant to a project’s therapeutic target can number 
from fewer than 10 to well over 100.

• Individual patents can contain 100s of compounds.

• Patent data mining tools are needed to…

– Reduce the project’s patent information overload

– Identify what patents are relevant
• Identify if a blockbuster series is novel!

– Identify patterns of data not immediately evident in individual patent 
docs:

• E.g. Show all targets for a given indication area.

– Facilitate data driven decision making

Chemical Names in Text

• Systematic chemical names 
– IUPAC

• Common/Generic names 
– asprin, ibuprofen

• Trade names
– Seroquel = quietapine

• Abbreviations
– DMS for dimethyl sulfate

• Index/Reference Numbers
– CAS RN, EINECS, Beilstein RN, etc

• Anaphors
– Compounds named earlier in text but co-referenced to a shorter name later in 

text
• Generic & fragmented descriptors

– Compounds inferred by generalised names or descriptors. 
– “R = CH3, CH2OH, Ph”
– Molecular formula

• Chemical Structures – Markush structures
R1

O

where R1 = CH3, COOH, etc
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O

O

O

O

methyl ethyl malonate

O

O

O

OH

methylethyl malonate

O

O

O

HO

methyl ethylmalonate

O-O

O

-O

methylethylmalonate

Chemical Name Disambiguation…

Patent Data Mining Approach

• Collect patent data including 
compound names

• Convert names to structures

• Export data and structures to SDF 
file

• Store data and structures in 
relational database

• View and analyze data
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Chemical & Patent Text Mining

• Patent number

– WO1996006098

• 1st Filing Date

– 8/24/1994

• Assignee

– Astra Aktiebolag

• Cmpds named in 
application

– 24

ChemDraw – Name to Structure



� 

System Benefits

• Reduces patent information overload

• Facilitates data driven decision making

• Compatible with ISIS/Base query tools
– Search by sub-structure 

– Search across patents or projects

• Export search results to Excel or SDF file
– SDF file offers value added utility…

• Supports clustering and other informatics tools

• Supports comparison with public and private databases

Conclusions
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Conclusions

• TM, knowledge extraction and representation technologies 
will, and do, impact decisions within AZ.  Both in 
– Time
– Quality

• Currently impact is limited due to:
– Delivery into niche areas of AZ.
– Developing skills/awareness internally.
– Technology hurdles to overcome

• Clearest impact in project support work.
• Impact of KB depends largely on underlying knowledge 

extraction technology.
• Rapidly growing interest – key is not to over-promise on 

delivery!

Why Now?

• Technology maturation: NLP & IT
• Volume of textual information in R&D
• Key Business need: Translational Science

– Disease knowledge
– Toxicology knowledge
– Species knowledge
– Population knowledge

• Systems/Holistic
Approaches
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Key Technical Challenges: Text Mining 

• NLP techniques: 
– Extraction of subject-predicate-object relationships
– Deconstruction of complex noun-phrases.

• NER & disambiguation: 
– Dictionary/Taxonomy approaches not sufficient.  Need 

machine learning technologies.
– Problem for both Gene & Chemical names

• Taxonomy generation/management:
– For each query need well formed taxonomies covering 

concept space, with high quality synonym lists (max F-
score).

All impact Precision & Recall

Key Technical Challenges: 
Knowledgebases

• How to represent knowledge: 
– Various standards of storing knowledge.  Why adopt any? How 

are we going to use collated knowledge in the future?

• Taxonomy/Ontology/KB integration
– Multiple overlapping taxonomies/Ontologies in use internally and 

externally.  How do we integrate knowledge mapped to these 
different concepts?  Do we need to?  The role of UMLS?

• User interface to knowledge
– Very challenging both on architecture and usability: how best to

interrogate and display knowledge to largely naive users.  
– Many possible ways to view KB, largely dependent on the 

problem at hand.
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Other Key Challenges

• Content: 
– Electronic full text access.

• Skills: 
– Development of internal skill set – AZ is not a TM 

company!

• Awareness:
– Scepticism re ability of TM as well as ignorance of what 

it is.
– Text analytics requires specialised in tools and skills: 

most scientists want the results not the toolkit.

• Measuring ROI
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