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Abstract 

Biomedical text mining applications are largely dependent on high quality knowledge resources. Traditionally, these resources include 
lexical databases, terminologies, nomenclatures and ontologies and, during the last decade, also corpora of various sizes, variety and 
diversity. Some of these corpora are annotated with an expanding range of information types and metadata while others become 
available with a minimal set of annotations. It is also of great importance that biomedical corpora for lesser-spoken languages also get 
developed. This is required in order to support and facilitate implementation of practical applications for such languages and to 
stimulate the development of language technology research and innovation infrastructures in the domain. This paper provides a 
description of a Swedish biomedical corpus based on the electronic editions of the Journal of the Swedish Medical Association 
"Läkartidningen" of the years 1996-2010. The corpus consists of a variety of documents that can be related to different medical 
domains, developed as a response to the increasing needs for large and reliable medical information for Swedish biomedical Natural 
Language Processing (NLP). The corpus has been structurally annotated with a minimal set of meta information and automatically 
indexed with the Swedish Systematized Nomenclature of Medicine -- Clinical Terms (SNOMED CT). 
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1. Introduction 
With the information overload in the life sciences there is 
an increasing need for corpora, raw or preferable 
annotated, which is the driving force for data-driven 
language processing applications and the empirical 
approach to language study in various domains. At the 
same time, there is an overwhelming and growing amount 
of data and information on the web, easily accessible but 
not as easily controllable as with respect to accuracy, 
trustworthiness and openness. Nonetheless, exceptions do 
exist, and the most prominent example is the 
PubMed/MEDLINE, an exponentially growing database 
of abstracts, for, primarily, English, that has been the de 
facto standard for acquiring input documents for a large 
number of biomedical NLP-related projects and 
initiatives. Usually, such projects are based on relatively 
small subsets from PubMed/MEDLINE and in narrow 
subdomains since manual annotation and curation are 
time-consuming and costly. For instance, a number of 
corpora, such as the GENIA corpus (Kim et al., 2003), 
extensively used in the biomedical field, is heavily based 
on the PubMed's content.  

2. Background 
The number of biomedical corpora increase steadily. Most 
of the corpora are annotated with an expanding range of 
simple and complex information types, such as named 
entities, and relations that hold between them, coreference 
and various event and other higher level discourse 
structures. Here, we provide a brief description of some of 
these corpora and from a biomedical NLP point of view, 
which implies that we consciously ignore description of 
e.g. clinical data. Undoubtedly, the most widely used is 

the GENIA corpus, a fully annotated material of 2,000 
PubMed abstracts, with semantically-oriented markup, 
such as named entities. GENETAG (Tanabe et al., 2005) 
is a corpus of 20K PubMed sentences for gene/protein 
entity recognition; 15K of these sentences were used for 
the BioCreAtIvE 1  Task 1A Competition. The AIMed 
corpus (Bunescu et al., 2005) is a corpus of 200 PubMed 
abstracts, created for protein-protein interaction 
extraction method comparison. The abstracts were 
manually annotated for interactions between human genes 
and proteins. In addition to the 200 abstracts, further 30, 
without protein-protein interactions, were added to the 
corpus as negative examples. The PennBioIE CYP corpus 
contains 1,100 PubMed abstracts (non-exhaustively) 
annotated for 5 types of named entity on the inhibition of 
cytochrome P450 enzymes and the PennBioIE oncology 
which consists of 1,414 PubMed abstracts on cancer, 
concentrating on molecular genetics. (Mandel, 2006), 
BioInfer (Bio Information Extraction Resource), is an 
annotated corpus that contains 1,100 sentences from 
abstracts of biomedical research articles annotated for 
relationships, named entities, as well as syntactic 
dependencies; cf. Pyysalo et al., 2007. The GREC corpus 
(Thompson et al., 2009) is yet another semantically 
annotated corpus of 240 PubMed abstracts (167 on the 
subject of E. coli species and 73 on the subject of the 
Human species) which is intended for training IE systems 
and/or resources which are used to extract events. In a 
larger scale, Rebholz-Schuhmann et al. (2010) describe 
an effort to annotate 150,000 PubMed abstracts on 
immunology, with various semantic entity types in the 
course of two annotation challenges in the framework of 
the Collaborative Annotation of a Large Biomedical 
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Corpus project (CALBC). Finally, the BioMed Central's 
open access full-text corpus for text mining research 
contains a growing amount of articles (as of the February 
of 2012 BioMed Central has published 117,925 
peer-reviewed articles) all of which are covered by our 
open access license agreement which allows free 
distribution and re-use of the full-text article, including 
the highly structured XML version. 

3. The Journal of the Swedish Medical 
Association: Läkartidningen 

The Swedish Medical Association's Journal ("Svenska 
Läkartidningen", LT), has been for over a century the 
main source of reliable medical knowledge of the 1903 
established General Swedish Medical Association, now 
simply referred to as Medical Association, "Läkar- 
förbundet" (cf. Eklöf, 2000). Over the years LT has 
emerged as an authentic, reliable national knowledge 
resource. It is now widely used as a source of knowledge 
for up-to-date scientific medical information not only by 
the health care system's different staff groups and 
academic researchers but also by the general public who 
want a reliable basis for their own reflections on health 
related topics or wish to acquaint themselves with the new 
findings and developments of the medical knowledge 
domain in their native language, Swedish. The LT archive 
is the largest Swedish-language source material in 
medicine. LT is also an important point of reference, a 
genuine language and source of inspiration for 
terminologists, linguists and specialized language 
professionals who want e.g., to determine how medical 
terms and concepts are used in authentic medical texts. 
The LT's material can fulfill a variety of scientific, 
societal and technological needs. Authentic textual data 
are for instance fundamental for empirical studies in 
terminography, language technology, and linguistics and 
there is a growing need for such high quality data that can 
strengthen the national resource infrastructure. 
 The breadth of the material provides a suitable 
platform for studies in an array of disciplines that can 
fulfill various research interests; for instance about 
diagnoses, treatment protocols and outcomes, in a broader 
perspective over a long period of health care. Electronic 
editions of the journal are made available since 1996 and 
it is that period up to the end of 2010 that this paper is 
describing. The electronically accessible part of the 
archive in print quality (as of 1996, vol. 93) is accessible 
in various ways. One offered option allows for queries 
based on the use of keywords taken from a comprehensive 
concept hierarchy, Medical Subject Headings (MeSH), 
used for indexing journal articles and books in the life 
sciences. MeSH concepts have been manually assigned in 
advance to each electronic article 
<http://ltarkiv.lakartidningen.se/>. Today, the LT's digital 
archive (1996-) consists of different types of text articles 
and short news of scientific nature. There are currently 
over 30,000 such articles electronically available with 
valuable scientific and clinical information in various 
disciplines, health economic evaluations and analyses, 

medical historical views, pharmaceutical studies and 
medical language issues and new scientific findings etc. 
The current electronic archive spans all genres and 
medical disciplines, one of the reasons which makes it 
unique and usable for both a broad audience and 
specialists. For instance, the electronic editions of LT 
have been already used for quality assessment of the 
Swedish translation of the Systematized Nomenclature of 
Medicine - Clinical Terms (SNOMED CT); cf. 
Kokkinakis & Gerdin, 2010. 

4. Current Status of the Journal's Content 
This section provides a detailed description of the 
Journals content, which covers vol. 93-107 (1996-2010). 

4.1 Corpus Processing and Harmonization 
Volumes 93-102 (1996-2005) of LT were only available 
as pdf files, while since 2005 the content is also published 
in formats such as .xml and .html, which are easier to 
process. Although the non-pdf editions of the Journal are 
rather fairly unproblematic for NLP processing, the pdf 
files pose certain difficulties due to the complexity of the 
layout of the journal’s pages and the different pdf versions 
that the material is encoded in. Therefore we decided to 
harmonize all data. All material has been transformed to a 
unified UTF-8 text-format.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1. A rather typical pdf page from 2005;102:16. 
 

The extraction of the text from the PDF files was made in 
an automatic fashion, using the ABBYY PDF 
Transformer 2.0, with manual verification. Our aim was 



to preserve as much as possible of the logical text flow 
and eliminate the risk for losing valuable information 
such as basic metadata, e.g. each article’s title and 
publication details. Figure 1 shows a typical page from a 
paper published issue in which relevant structural 
information is explicitly marked (and subsequently 
extracted) namely domain, author, title/header, issue, 
publication date as well as table and figure captions. 

4.2 Corpus Description 
The basic preprocessing steps are tokenization and 
sentence identification. The whole material is tokenized 
and segmented into sentences, using adapted generic NLP 
tools. Since some of the texts were of very technical, 
certain modifications were made to the tokenizer in order 
to properly handle erroneously tokenised special cases 
such as: ...ämnet NKK (4-(methylnitrosamino)-1-(3- 
pyri-dyl)-1-butanone) i urinen... (i.e. "...the NKK 
substance (4-(methylnitrosamino)-1-(3-pyridyl)-1- 
butanone) in urine...").  
 A part of the processing is also the automatic 
annotation of the corpus with the Swedish SNOMED CT, 
the Systematized Nomenclature of Medicine Clinical 
Terms. SNOMED CT provides a common language that 
enables consistency in capturing, storing, retrieving, 
sharing and aggregating health data across specialties and 
sites of care. SNOMED CT provides codes and concept 
definitions for most clinical areas. According to the 
international release of Jan. 2012, it includes more than 
315,000 active concepts, where each concept is claimed to 
have formal ontological definitions. SNOMED CT 
concepts are organized into 18 top-level hierarchies, such 
as Body structure and Clinical Finding, each subdivided 
into several sub-hierarchies.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

More detailed information about SNOMED CT can be 
found at the International Health Terminology Standards 
Development Organisation's web site, IHTSDO, at: 
<http://www. ihtsdo.org/snomed-ct/>). 
 The annotation using SNOMED CT facilitates the 
rapid development of high quality, relevant subcorpora of 
a particular domain or topic using the assigned concepts 
which can be used as indexes of the articles. Figure 2, 
below, shows some characteristics of the corpus which is 
currently comprised of 30,002 different articles and 28,2 
million tokens. Since 2006 there is also a possibility to 
comment the electronically published articles. This is a 
rapidly increasing trend that can be observed in the 
material, from 13 commented articles in 2006 to 405 in 
2010. Available comments are suitably annotated and 
saved under the article they refer to. Since the material is 
tokenized it is also rather trivial to generate different types 
of statistics based on its content such as the longest words 
without a hyphen (e.g. videoradioultrasonomagneto- 
grafonuklearmedicin; 45 characters; vol. 99:(17): 1959); 
the longest words with a hyphen (e.g. 
hallucination-cenestopati-depersonalisationssyndromet; 
53 characters, vol. 104:(30-31): 2152); or the top-5 most 
frequent common nouns: procent ('percent'; 32641), 
patienter ('patients'; 31904), läkare ('doctor/physician'; 
21137), behandling ('treatment'; 18497) and patienten 
('the patient'; 17920). Table 1 shows some more 
descriptive details of the nature of the content (1996-2010) 
that the current material covers. In table 1, Real Words is 
the total number of tokens, except punctuation and 
numerical data (alone or in combination) as well as emails 
and URLs; Real Unique is the same as the previous but 
here all tokens are normalized with respect to case, 
repeated/duplicate tokens are counted as one token. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



ANL, AWL and ASL are the average noun, all words' and 
sentence length respectively while ELW is the proportion 
of exceptionally long words =>14 chars (note that 
Swedish is a compounding language so the proportion of 
long words is expected to be relatively high, for 
comparison reasons, the proportion of ELW in daily 
newspaper corpora is less than 2.8%). 
 

Year "Real" 

words 

"Real" 

unique 

ANL AWL ASL ELW 

1996 1772304 113002 9.34 5.91 18.8 5.2% 

1997 1741476 111230 9.33 5.86 19.1 5.1% 

1998 1934678 120135 9.18 5.77 19.4 4.7% 

1999 1826502 115257 9.23 5.81 19.6 4.8% 

2000 1761365 109921 9.36 5.87 19.9 5.1% 

2001 1842160 111847 9.22 5.83 19.7 4.8% 

2003 1772555 104522 9.29 5.86 19.6 5% 

2003 1543350 94760 9.38 5.87 19.5 5.1% 

2004 1603939 102560 9.36 5.92 19.3 5.2% 

2005 1320779 89357 9.32 5.91 19.4 5.2% 

2006 1388193 90846 9.34 5.92 19.7 5.2% 

2007 1431400 93535 9.36 5.96 19.5 5.3% 

2008 1520973 99292 9.32 5.94 19.9 5.3% 

2009 1478623 96044 9.31 5.93 20.0 5.2% 

2010 1468252 98974 9.29 5.98 20.1 5.3% 

ALL 24406549 551456 9.3 5.88 19.56 5.1% 

Table 1. Descriptive characteristics of the corpus. 
 
Also, the annotation with SNOMED CT provides a good 
opportunity to accurately measure the presence of various 
terms since effort has been put to generate variant forms 
and near synonyms which can be easily linked and 
aggregated to their concept id. Figure 3 below shows the 
distribution of the terms diabetes mellitus type 1 and type 
2 (id 44054006 and id 46635009, second and third line 
from the top) as well as the gestational diabetes, diabetes 
insipidus and diabetes id 73211009 (general mentions, 
which is actually the top line). In this aggregated view, the 
line of e.g. diabetes mellitus type 2 also incorporates 
variant mentions such as: diabetes type 2; type II-diabetes 
and type 2 DM. 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 

4.3 Subcorpora Extraction 
Based on the SNOMED CT annotated version of the data 
we can now easily create "focused" subcorpora (extract 
article sets) that fulfil certain criteria, since each term  
mention is automatically assigned a number of attributes 
in a consistent manner; cf. Kokkinakis, (2011). For 
instance, a synonym to leprosy in Swedish is spetälska, 
thus a text occurrence of this term is annotated as:  
<snomed c="disorder" h="81004002" o="lepra" f="new">spetälska</snomed>, 
where c is a hierarchy, h the concept id, o the 
recommended term and f the result of the recognition 
process; here a new implies that the terms is taken from a 
synonym term list, other values could be e.g. inflection, 
for an inflected variant of a recommended term or 
acronym, if the term is an "unofficial" short variant of a 
recommended SNOMED term. For the subcorpora 
extraction, several methods can be used, e.g. clustering 
based on the annotations; by calculating the 
co-occurrence or frequency of concept ids based on tf*idf 
normalization or other relevant scores and measures.  

5. Conclusions 
This paper provided a description of the electronic 
editions of the Journal of the Swedish Medical 
Association, Läkartidningen. Although the journal has 
been the main source of reliable medical knowledge of the 
1903 established Swedish Medical Association for over a 
century, only paper editions exist for the issues printed 
during 1903-1995. It would have been a great source of 
research if all issues could one day be available 
electronically. In particular, since the archive is the largest 
Swedish-language source material in medicine and also 
an important point of reference, a genuine language and 
source of inspiration for terminologists and specialized 
language professionals who want e.g. to determine how 
medical terms and concepts are used in authentic medical 
texts in a diachronic perspective. Currently, the journal is 
widely used as a source of knowledge for up-to-date 
scientific medical information not only by the health care 
system's different staff groups and academic researchers 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



but even by the general public who want a reliable basis 
for their own reflections on health related topics or wish to 
acquaint themselves with the latest developments of the 
medical domain in their native language, Swedish. 
 In order to promote the interoperability and (re)use 
of the described resource for biomedical NLP-related 
research we have also started to describe its content 
according to the META-NET schema. META-NET is 
dedicated to building the technological foundations of a 
multilingual European information society and to its aim 
is to push forward research to allow a rapid expansion of 
language technologies <http://www.meta-net.eu/>. 
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