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Abstract  

In this article we present a text analysis system designed to extract key information from clinical text in Bulgarian language. The 
extracted and structured features will be further employed for classification of patient cases, effective information retrieval and further 
processing in different medical tasks. Using shallow analysis within an Information Extraction (IE) approach, the system builds 
structured descriptions of patient status and complications. We discuss some particularities of the medical language of Bulgarian 
patient records, functionality of our current prototype, and evaluation results regarding the IE tasks we tackle at present. 
 

1. Introduction 
Patient Records (PRs) contain much textual information. 
When studying hospital PRs in Bulgaria, which discuss a 
single hospital episode, one discovers that the most 
important findings, opinions, summaries and 
recommendations are stated as free text while clinical data 
usually supports the textual statements or provides 
clarification of particular facts. Thus the essence of 
patient-related information is communicated as 
unstructured text message of one medical expert with 
addressee another medical expert. In addition, the clinical 
documents present only partial information about the 
patients, so some kind of aggregation is needed to provide 
a complex view to the patient health status. Automatic 
analysis of biomedical text is a complex task which 
requires various linguistic and conceptual resources 
(Spasic et al., 2005). Despite the difficulties and 
challenges, however, there are industrial systems and 
research prototypes in many natural languages, which aim 
at the information extraction of features from 
patient-related texts. So the application of language 
technologies to medical PRs is viewed as an advanced but 
standard task which is a must in health informatics. 
In this paper we present an IE prototype which extracts 
important facts from hospital PRs of patients diagnosed 
with different types of diabetes. The extracted and 
structured features will be employed for classification of 
patient cases, effective information retrieval and further 
processing in different medical tasks. The system, called 
EVTIMA, is under development in a running project for 
medical text processing in Bulgarian language. It should 
be classified as an ontology-driven IE system, following 
the classification in (Spasic at al., 2005). The article is 
structured as follows: section 2 briefly overviews related 
approaches; section 3 presents the specific settings of the 
IE and the medical texts characteristics, section 4  
 

describes the prototype and its functionality; section 5 
deals with the evaluation and section 6 contains the 
conclusion. 

2. Related Work 
When designing our system, its rules for shallow analysis 
and the training corpus, we have studied carefully the 
CLEF site (CLEF 2008). Other systems which process 
patient symptoms and diagnosis treatment data are: the 
Medical Language Extraction and Encoding System 
which was designed for radiology reports and later 
extended to other domains such as discharge summaries 
(Friedman, 1997); (caTIES, 2006) which processes 
surgical pathology reports; the open-source NLP system 
Health Information Text Extraction (HITEx, 2006), and 
the Clinical Text Analysis and Knowledge extraction 
system cTAKES (Savova et al., 2008). Interesting and 
useful ideas about processing of medical terminology and 
derivation of terminological variants are given in 
(Valderrábanos et al., 2002). Negative statements in 
Bulgarian patient-related texts are studied in (Boytcheva 
et al., 2005). 
 

3. IE in the EVTIMA System 
The system presented here deals with anonymised PRs 
supported by the Hospital Information System (HIS) of 
the University Specialised Hospital for Active Treatment 
of Endocrinology “Acad. I. Penchev” at Medical 
University, Sofia. The current HIS facilitates PR 
structuring since the diagnosis, encoded in ICD-10 (the 
International Classification of Diseases v. 10), is selected 
via menu. The drugs prescribed to the patient, which treat 
the illness causing the particular hospital stay, are also 
supported via the so-called Computerised Provider Order 
Entry. In this way some information is structured and easy 
to find.  



 

Figure 1: Major IE steps for PR processing  
 
However, in the PR discussion of case history, the 
previous diseases and their treatments are described as 
unstructured text only.  
In addition, in the hospital archive we find PRs as 
separated text files, and these PRs consist of free text. 
Therefore our prototype needs to recognise the ICD terms, 
drug names, patient age and sex, family risk factors and so 
on. To do so we perform the steps shown on Figure 1. 

3.1 Medical Language in Hospital PRs 
The length of PR texts in Bulgarian hospitals is usually 
2-3 pages. The document is organised in the following 
sections: (i) personal details; (ii ) diagnoses of the leading 
and accompanying diseases; (iii ) anamnesis (personal 
medical  history),  including  current  complains,  past  
diseases, family medical history, allergies, risk factors; (iv) 
patient status, including results from physical 
examination; (v) laboratory and other tests findings; (vi) 
progress notes; (vii) discussion; (viii ) treatment; (ix) 
recommendations. Despite the clear PR fragmentation, 
there are various problems for automatic text processing.  
Bulgarian medical texts contain a specific mixture of 
terminology in Latin (about 1%) and Cyrillic letters, Latin 
terms transcribed with Cyrillic letters. The terms occur in 

the text with a variety of wordforms which is typical for 
the highly-inflectional Bulgarian language. The major 
part of the text consists of short declarative sentences and 
sentence phrases without agreement, often without proper 
punctuation marks. There are various kinds of typos in the 
original text which cannot be properly dealt with within 
our research project. In the evaluation we consider only 
normalised texts with standard abbreviations and without 
spelling errors, because we aim at a research study. Our 
present experimental corpus is formed of 1150 PRs with 
some 6400 words, about 2000 of them being medical 
terms. 
Another PR text particularity is that descriptions are often 
missing. It is common for the Bulgarian clinicians to not 
describe in the PR the organs where no pathological 
deviations have been found. As reported in (Boytcheva et 
al., 2009), only 86% of the PRs in our corpus discuss 
explicitly the patient status regarding skin colour, 63% - 
fat tissue, about 42% - skin turgor and elasticity, and 13% 
- skin hydration. In order to fill in the maximum number 
of slots in our IE template, default values have to be 
assigned. The presence of these values will be important 
in a following case classification.  
The PRs contain also a lot of numerical values of analyses 
and clinical test data (about 16%) which are subject of 
additional studies. 

3.2 Available Resources  
A lexicon of 30 000 Bulgarian lexemes, which is part of a 
large general-purpose lexical database with 70 000 
lexemes, serves as basic dictionary for morphological 
analysis of Bulgarian medical text. The International 
Classification of Diseases (ICD-10) contains 10 970 
terms. The Bulgarian version of ICD-10 has no clinical 
extension, i.e. some medical terms had to be extracted 
from the PR corpus. So far we have extended the basic 
lexicon by medical terminology containing 5 288 terms. 
Constructing the dictionaries is a continuous process; the 
Latin terms have to be taken into consideration as well. 
Within our project, biomedical NLP for Bulgarian texts 
starts from scratch due to the lack of language resources 
as well as ontological resources and tools. For instance, 
no Named Entity Recognition module has been 
implemented for Bulgarian entities in the medical domain; 
the syntactic rules for partial analysis are constructed for 
the first time; there are no conceptual resources labelled 
by Bulgarian medical vocabulary – except ICD-9 and 
ICD-10. It is curious to note that the list of drugs and 
medications is supported with Latin names by the 
Bulgarian Drug Agency, even for drugs produced in 
Bulgaria (BDA 2010), but in the PR texts the medications 
are predominantly referred to in Bulgarian language, so 
the drug-related vocabulary is also compiled on the fly in 
two languages. 

4. Present Functionality 
At present our system performs the following tasks: text 
segmentation and normalisation; and text analysis. Here 
we discuss the latter one. 



In order to extract the status of some patient organ the IE 
system has to find in the PR text a term referring to some 
anatomic organ, which is important for diabetes, e.g. 
thyroid gland, skin, limbs/legs, eyes, neck etc. For this 
purpose the system first automatically segments the text 
into several semantic zones as listed above (See section 
3.3). The following text analysis is applied separately on 
the epicrisises’ parts in order to extract structured 
knowledge from the free text. Up to now the anamnesis 
and the patient status areas of the epicrisis are being 
processed. From the anamnesis we extract features like 
age, sex, sickness name, type and duration and from the 
patient status - the organs’ condition. Of major interest are  
 

the limbs, skin and thyroid gland, because many of the 
diabetes complications are especially related to 
aggravations in these organs.  
The status section contains mostly short declarative 
sentences in present tense which describe several organs; 
in the current corpus we find most often 20-30 different 
anatomic organs and status conditions. So it is important 
to identify the description boundaries for each particular 
organ. The scope is determined by using domain 
knowledge concerning anatomic organs and their parts, 
which shows where an organ description ends and another 
one begins. Domain knowledge helps significantly to 
design text analysis rules. 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2. Fragment of conceptual model of anatomic organs, their parts, and some diseases. 
 
 
Figure 2 shows an excerpt of semantic network which 
reflects important relations between organs: isa, part-of 
and has-location. Knowledge about limbs and their parts 
helps to scope the description of limb status. Let us 
consider the following example: 
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Limbs – reduced dorsal pedal pulse on both feet. Pretibial 
and perimaleolar edema. Onychomycosis, tinea pedis. 
Succusio renalis – bilateral negative (-). 
 

Here the IE system finds the term limbs in the first 

sentence and runs the IE process in order to extract limbs’ 
status. The second sentence contains adjectives, which are 
attributes related to limbs - "��
	������� " (leg) and 
"�
�����
������ " (ankle). The third sentence contains 
the terms "����������� " (onychomycosis) - fungal 
infection of the nails and "tinea pedis", denoting fungal 
foot infection. Both entities denote diseases of lower legs. 
Mapping these terms to the concepts and relations at Fig. 
2, the IE system considers sentences 1-3 as a continuous 
status description of limbs. The fourth sentence contains 
"succusio renalis", which refers to kidney percussion, and 
this is a signal that the limbs description is completed. 
Moreover, "succusio renalis" occurs in the next sentence, 
as we know empirically that new organ descriptions start 
in another sentence despite the fact that all statements are 
mixed into one paragraph. Another example is:   
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Limbs – without oedema, varicose changes. Palpable 
peripheral arteries pulse, preserved tactile, thermo and 
vibratory sensation. Walks with difficulty, algetic gait, 
uses assistive devices". 

  
The status of the peripheral arteries is important for 
patients with diabetes (which we know due to domain 
communication knowledge provided by the medical 
experts), so the second sentence is considered as 
continuation of limbs discussion. Here the occurrence of 
the word "gait" in the third sentence signals the 
completion of the limbs description, which in this case is 
split into the first and second sentence. Another aspect of 
domain communication knowledge is the default that 
under limbs the medical experts usually understand lower 
limbs; parts of upper limbs should be mentioned explicitly 
to denote arms, forearms etc. 
About 96% of all PRs in our training corpus contain organ 
descriptions in this format (Boytcheva et. al., 2009). In 
this way the shallow analysis by cascades of regular 
expressions, which is proposed in (Boytcheva et. al., 
2009), proves to be successful approach for structuring 
the statements concerning patient status. For each 
particular organ, there is a predefined template, where text 
units are stored as conceptual entities during domain 
interpretation phase. 
In our corpus there are four manners to present the organs 
and their features: 
 1. General – by giving some default value, e.g. "�
�  
��	��������  ����
�� , �
�  �
��
��
	� " (without 
pathological changes, without specifics), "
�
  
�����
�� /��������  �����	
��
	��� " (with 
preserved/present/normal characteristics) etc. Figure 3 
presents the obligatory IE template fields for limbs. If the 
PR contains only general statements, the template can 
store the obligatory fields for the four limbs; 
 2.Explicit  – the PR text contains particular specific 
values. The characteristic name might be missing since 
the attribute is sufficient to recognise the feature: e.g. 
“preserved peripheral pulsations” instead of “preserved 
pulsations of the peripheral arteries”. The attributes are 
described by a variety of expressions, e.g. for the "volume 
of the thyroid gland” the value "normal" can be 
represented as "not enlarged, not palpable enlarged, not 
palpable". These explicit statements are processed at the 
fourth and fifth steps of the algorithm. Depending on the 
depth of the body parts ontology with related anatomic 
organs (AO) for the processed AO, and according to the 
details encountered in the PR text, the dynamically 
generated templates can consists of different levels of 
nested fields (Figure 4 and Figure 5); 
 3. Partial – The text contains descriptions about 
organ parts, not about the main AO. For instance, the 
limbs status can be expressed like e.g. "atrophic changes 

of the legs skin with pretibial oedema". Then the IE 
system adds additional characteristics to the template at 
steps four-six of the algorithm shown in Figure 1, with 
final refinement at step eight when the default values are 
filled in. 
 

 
 

Figure 3: General Template for Limbs 
 
 

 

 

 

 

 

 

 

Figure 4: Template with specific fields about lower limbs 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

Figure 5: Template with fields about the lower left limb 
 
Figure 4 illustrates the case when the respective PR 
contains specific information concerning only the lower 
limbs - light swelling. Then for the upper limbs, which are 
not explicitly described, the IE system sets the default 
value. The same decision is made for the field "Peripheral 
Artery Pulsations" which is set to "preserved" both for the 
upper and lower limbs. 
The PR behind the template at Figure 5 contains specific 
information about the "left ankle"; then the IE system 
infers that the missing values should be set to the default 
limb attribute values; 
 4. By diagnosis – sometimes a diagnosis is given 
instead of the organ description, e.g. "onychomycosis, 
tinea pedis". This information is captured at the fourth 
and fifth steps of the algorithm at Figure 1. 



5. Evaluation 
In a previous paper we have evaluated the recognition of 
skin characteristics (Boytcheva et al., 2009). These results 
are presented here to allow for a more complete 
assessment of our IE results. The extraction of attributes 
was evaluated using a corpus of 197 PRs as a training set 
(set1) and another set of 1500 PRs as a test set (set2). The 
evaluation is made organ by organ since each AO 
description is analysed independently. There are PRs 
which do not contain any descriptions relevant to the 
tested AOs but they are removed from the evaluation 
figures. 
Usually the Information Extraction performance is 
assessed in terms of three measures. The precision is 
calculated as the number of correctly extracted AO 
descriptions, divided by the number of all recognised AO 
descriptions in the test set. The recall is calculated as the 
number of correctly extracted AO descriptions, divided 
by the number of all available AO descriptions in the test 
set (some of them may remain unrecognised by the 
particular IE module). Thus the precision measures the 
success and the recall – the recognition ability and 
"sensitivity" of the algorithms. The F-measure (harmonic 
mean of precision and recall) is defined as 
 

F = 2 x Precision x Recall / (Precision + Recall). 
 
 

Feature Precision % Recall % F-measure % 

#1 88.89 90.00 89.44 

#2 80.00 50.00 61.54 

#3 98.28 96.67 97.47 

#4 96.00 83.33 89.22 

#5 95.65 73.82 81.33 

#6 95.65 88.00 91.67 

#7 94.94 90.36 92.59 

#8 93.41 85.00 89.01 

 
Table 1: IE precision, recall and f-measure evaluation (#1 - age; 
#2 - sex; #3 - diagnose; #4 - diabetes duration; #5 - skin; #6 - 

neck; #7 - thyroid gland; #8 - limbs). 
 

Table 1 summarises the precision, recall and the 
F-measure of correctly extracted descriptions for sex, age, 
disease, diabetes type and the AO skin, neck, thyroid 
gland and limbs. For each test the extraction algorithm, 
shown at Figure 1, uses organ-specific regular 
expressions.  
The cases of incorrect analysis are due to more complex 
syntactic structures in the PR text which need to be  
analysed by a syntactic analyser (parser) and deeper 
approach to sentence analysis. 
Since we are using nested rules for capturing features, 
spelling errors in (or lack of) expressions which are to be 
matched on an upper level may prevent the further 
matching of the rules in the nested fields. We have noticed 
that this was one of the reasons for the comparatively low 
recall value of the diabetes duration (its recognition rule is 
nested in the diabetes acronym and diabetes type 
recognition rules). The recall for the feature sex is 
surprisingly low. This can be explained with the fact that 
there were too few samples in the anonymised training 
corpus and when testing on a new dataset the available 
rules could not capture the relevant features. The main 
reason is the new author styles encountered in the 
enlarged corpus. These inconsistencies are covered by 
continuous update and adjustment of the IE rules for 
shallow analysis. 
  
 

Test set3 
Number of PRs 
with explicit text 

description 

Percentage PRs 
with explicit 

characteristics 

Ankle 201 99,5% 

Leg 201 99,5% 
Peripheral 

artery 201 99,5% 

Feet 8 3,98% 

Skin 11 5,47% 

Nails 15 7,46% 

Others 21 10,45% 

Gait 3 1,49% 

 
Table 2: Availability of status statements in 201 

randomly-selected PRs  

 
  

Template filled in at: ankle leg 
peripheral 

Artery 
Feet skin nails Others 

Step 4 by regular expressions 150 148 199 6 9 14 18 

Step 5 by extra rules 40 40 1 0 0 0 0 

Step 6 by correlations 0 0 0 1 1 0 2 

Step 8 by defaults 9 11 0 0 0 0 0 

Total: 199 199 200 7 10 14 20 

 

Table 3: IE performance steps 4-8 for limbs descriptions: number of PRs from where status statements are extracted at each step 
 
 

 



We see that the simple regular expressions work relatively 
well and produce enough input for statistical observations 
of patient status data. It is also clear that further efforts are 
required for proper development of the extraction 
algorithms in order to cover sophisticated language 
expressions. The automatic recognition of the scope of 
quantifiers, negation, and temporal qualifications is a 
challenge to be met in the future. 
Regarding the limbs, an additional in-depth evaluation 
was done on a set of 201 PRs (set3) which were randomly 
selected from set2. Some PRs in set3 contain no explicit 
discussions about certain limb characteristics. Table 2 
gives the numbers of available or missing descriptions for 
each attribute; it turns out that the status of ankles, legs 
and the peripheral arteries is explicitly mentioned in 
almost all PRs. 
The IE algorithm shown at Figure 1 was run on set3 and 
we have counted manually how the processing at steps 
4-8 contributes to the final success rates. The results are 
summarised at Table 3. It is clear that an essential share of 
the successful recognitions is achieved at steps four and 
five of the algorithm. The regular expressions, applied at 
step 4, recognise the majority of the descriptions. Extra 
rules are applied at step 5, to extract phrasal units 
including the negative descriptions. 
Some text descriptions of limbs status contain complex 
statements including embedded sentences and clinical 
tests; due to this reason the IE recall is relatively low 
(85%, see Table 1 row 8). The skin feature extraction has 
also obtained a comparatively low recall, which could be 
explained by the fact that there is a large variety of lexical 
expressions describing the values of some skin 
characteristics, combined with a variety of the authors’ 
expression manners. 
In section 4 we have shown that the occurrence of the 
word "gait" signals the end of the limbs description. 
Please note that according to Table 2, this is helpful for 
1,49% of all PRs to be analysed, so many other "hints" 
need to be acquired and declared in the domain ontology. 

6. Conclusion 
Our system is the first one which supports medical text 
mining for Bulgarian. So far we have evaluated its 
performance on several IE tasks dealing with the 
anamnesis and patient' status zones of the PRs. It shows 
the complexity of medical text processing which is due to 
the complexity of the medical domain and the 
particularities of the medical texts written in specific, 
well-established style. The role of explicitly-declared 
domain knowledge is shown; it supports the information 
extraction algorithms since by providing constraints and 
inference mechanisms. At the same time the article 
illustrates the obstacles to build semantic systems in the 
medical domain: this requires much effort for 
construction of the conceptual resources as well as the 
lexicons and grammatical knowledge in case of text 
Despite the difficulties, the paper shows that certain facts 
can be extracted relatively easy. These promising results 
support the claim that the Information Extraction 

approach is helpful for the obtaining of specific medical 
statements which are described in the PR texts. We plan to 
develop algorithms for discovering more complex 
relations and other dependences, which is a target for our 
future work.  
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